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In recent years, a number of prominent scientists have argued that free will is an illusion,
appealing to evidence demonstrating that information about brain activity can be used to
predict behavior before people are aware of having made a decision. These scientists claim
that the possibility of perfect prediction based on neural information challenges the ordin-
ary understanding of free will. In this paper we provide evidence suggesting that most peo-
ple do not view the possibility of neuro-prediction as a threat to free will unless it also
raises concerns about manipulation of the agent’s behavior. In Experiment 1 two scenarios
described future brain imaging technology that allows perfect prediction of decisions and
actions based on earlier neural activity, and this possibility did not undermine most peo-
ple’s attributions of free will or responsibility, except in the scenario that also allowed
manipulation. In Experiment 2 the scenarios increased the salience of the physicalist impli-
cations of neuro-prediction, while in Experiment 3 the scenarios suggested dualism, with
perfect prediction by mindreaders. The patterns of results for these two experiments were
similar to the results in Experiment 1, suggesting that participants do not understand free
will to require specific metaphysical conditions regarding the mind–body relation. Most
people seem to understand free will in a way that is not threatened by perfect prediction
based on neural information, suggesting that they believe that just because ‘‘my brain
made me do it,’’ that does not mean that I didn’t do it of my own free will.

� 2014 Elsevier B.V. All rights reserved.
moment, but the fact that someone else could report
Imagine a perfect neuroimaging device that would
allow us to detect and interpret the subtlest changes
in brain function. . .. the experimenters knew what
you would think and do just before you did it. You
would, of course, continue to feel free in every present
what you were about to think and do would expose this
feeling for what it is: an illusion.

[Sam Harris Free Will (2012, pp. 10–11)]
1. Introduction

In recent years, a number of prominent scientists have
argued that free will is an illusion, claiming that research
in neuroscience and psychology shows that our ordinary
experience of and beliefs about free will are systematically
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2 For the purposes of this paper, we will not address potential objections
to the possibility of perfect prediction of all behavior based on neuro-
imaging data. We are dubious that such technology will be possible in
practice, though not for reasons that conflict with the potential truth of
physicalism or determinism. Note that the existing experiments willusion-
ists present as allowing prediction of decisions based on neural information
do not provide real-time information that allows anything near perfect
prediction of decisions of any complexity. For instance, Soon et al. (2008,
2013) were able to use information from fMRI scans to locate specific brain
activity that occurred 4–7 s before participants were aware of making a
decision and that correlated with their decisions about which of two
buttons to press (2008) or about whether to add or subtract two numbers
(2013), with an accuracy of roughly 10% above chance. These are
impressive results, though nothing like what is described in Harris’
scenario or our scenarios below.
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mistaken (e.g., Bargh, 2008; Cashmore, 2010; Coyne, 2012;
Greene & Cohen, 2004; Harris, 2012; Montague, 2008;
Tancredi, 2007; Wegner, 2002). Following Nahmias
(2009), we will call those scientists who think free will is
an illusion ‘‘willusionists.’’ When willusionists challenge
free will, they do so by explicitly claiming that we lack free
will as it is understood by laypersons, that free will as it is
ordinarily understood is incompatible with the naturalistic
assumptions and the experimental evidence of the modern
mind sciences. The willusionists advance a variety of argu-
ments and evidence to defend this conclusion. In some
cases, they suggest that neuroscience demonstrates that
there is no non-physical soul or mind and assume that peo-
ple think such a soul is required for free will (e.g.,
Cashmore, 2010; Montague, 2008). In other cases, they
suggest that neuroscience is showing that people do not
really make choices and assume that free will requires
the ability to make choices (e.g., Coyne, 2012). In other
cases, they suggest that neuroscience and psychology
show that consciousness is epiphenomenal and assume
that free will requires a causal role for conscious mental
states (e.g., Libet, 1999; Wegner, 2002). And in some cases,
they suggest that these sciences provide evidence for
determinism or for mechanism and assume that free will
is incompatible with determinism or mechanism (e.g.,
Bargh, 2008; Greene & Cohen, 2004; Tancredi, 2007). These
arguments often overlap, but in every case, the willusion-
ists refer to evidence demonstrating that information
about brain activity can be used to predict behavior before
people are aware of having made a decision (e.g., Bode
et al., 2011; Libet, 1999; Soon, Brass, Heinze, & Haynes,
2008; Soon, He, Bode, & Haynes, 2013), and they use these
findings as evidence of a naturalistic worldview that alleg-
edly challenges our ordinary beliefs about free will.

In contrast to these willusionists’ view, most philoso-
phers hold that free will is compatible with the naturalistic
worldview of science, even if the laws of nature turned out
to be deterministic (e.g., Dennett, 2003; Fischer & Ravizza,
1998; Frankfurt, 1971; Wolf, 1990; see Bourget &
Chalmers, 2013, for data on views held by philosophers).
However, willusionists generally dismiss these accounts
of free will as radical revisions to the ordinary understand-
ing of free will. Coyne (2012) writes that compatibilists
‘‘have concocted ingenious rationalizations for why we
nevertheless have free will of a sort. It’s all based on rede-
fining ‘free will’ to mean something else.’’ Harris (2012, p.
16) writes, ‘‘the ‘free will’ that compatibilists defend is not
the free will that most people feel they have.’’ Greene and
Cohen (2004, p. 1780) write, ‘‘intuitive free will is liber-
tarian, not compatibilist. That is, it requires the rejection
of determinism and an implicit commitment to some kind
of magical mental causation.’’ However, the willusionists’
assumption that compatibilists are simply ‘‘changing the
subject’’ is questionable. Existing evidence on non-philoso-
phers’ intuitions about free will suggests that many, per-
haps most, people do not understand free will to be
incompatible with determinism (Murray & Nahmias,
2014; Nahmias, Morris, Nadelhoffer, & Turner, 2006; cf.
Nichols & Knobe, 2007). Furthermore, existing evidence
suggests that most people do not understand free will to
be incompatible with naturalism or physicalism (Mele,
2012; Monroe & Malle, 2010; Monroe, Dillon, & Malle,
2014; Stillman, Baumeister, & Mele, 2011).

It could be the case, as Harris (2012) argues, that people
do not really understand what the neuroscientific evidence
or the naturalistic worldview suggests. He writes, ‘‘If the
laws of nature do not strike most of us as incompatible
with free will, that is because we have not imagined how
human behavior would appear if all cause-and-effect rela-
tionships were understood’’ (p. 11). Harris here offers an
error theory for why it may appear that most people judge
free will to be compatible with our actions being governed
by the laws of nature, though they would not if they appro-
priately envisioned what this would mean. Harris helpfully
offers a scenario that he thinks would get most people to
appreciate how human behavior would appear if it could
be understood in terms of law-governed neural activity.
His scenario involves the specter of a ‘‘perfect neuroimag-
ing device’’—a device that can perfectly predict in real time
everything a person will think or do even before the person
is aware of what she is about to think or do. The device can
accomplish this feat through the information provided by
brain scans. The device allows neuroscientists to predict
with 100% accuracy everything a person will decide and
do, including any attempts to try to trick them or to be
unpredictable. We will refer to this ability to perfectly pre-
dict decisions and behavior based exclusively on neural
activity as ‘‘neuro-prediction.’’ According to Harris, this
neuro-prediction scenario is a useful way to help people
understand that free will is ‘‘an illusion,’’ because neuro-
prediction makes salient what it would mean if all of our
actions were completely governed by law-like relation-
ships between brain and behavior (2012, pp. 10–11; see
also Greene & Cohen, 2004, p. 1781).2

On the view favored by many willusionists, the possibil-
ity of neuro-prediction should conflict with people’s view
of free will for at least two reasons, though they are not
always clear about whether they take these two reasons
to be equivalent. First, willusionists often claim that
neuro-prediction appropriately highlights the cause-and-
effect relations entailed by the fully law-governed relation-
ships between brain and behavior and claim that people
take free will to be incompatible with behavior being fully
law-governed in this way (Bargh, 2008; Cashmore, 2010;
Coyne, 2012; Greene & Cohen, 2004; Harris, 2012;
Tancredi, 2007). Second, willusionists often claim that
neuro-prediction suggests the inexistence of a causally
relevant non-physical mind or soul (Cashmore, 2010;
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Gazzaniga, 2011; Greene & Cohen, 2004; Libet, 1999;
Montague, 2008), and these willusionists typically claim
that people take free will to require a causally relevant
non-physical mind or soul.

However, another possibility is that most people do not
understand free will to be inconsistent with neuro-predic-
tion, because they do not believe that there is an inherent
conflict between free will and predictability based on neu-
ral activity. Many people may already assume that our
mental activity is the product of (or based on, or identical
with) brain activity, such that the possibility of such neuro-
prediction is neither bewildering nor threatening. Others
may assume that mental activity (perhaps especially
conscious states) cannot be understood solely in terms of
brain activity, but still have no beliefs that commit them
to a metaphysical theory that rejects the possibility of pre-
diction of decisions and behavior based on neural activity
(e.g., their views are consistent with certain forms of
non-reductive physicalism).

It is also possible that many people are what we might
call ‘‘theory-lite’’ when it comes to commitments regard-
ing the relationships among mind, brain, and free will
(Nahmias & Thompson, 2014). If so, then people’s concep-
tion of free will may not be dependent on dualism or non-
naturalism as many willusionists claim. To be clear here,
we are not claiming that many people accept a physicalist
theory of mind or reject the possibility of a non-physical
mind or soul; we are only claiming that most people’s
notions of free will and responsibility may not depend on
dualism or non-naturalism, at least not in the strong sense
claimed by many willusionists in which it is claimed that
dualism is essential for free will (for relevant evidence,
see Mele, 2012; Monroe et al., 2014). When it comes to free
will, most people might be concerned primarily with
whether or not it is ‘‘me’’ that causes my actions, regard-
less of whether that ‘‘me’’ turns out to be my brain and
body or an emergent property of my brain or a distinct
non-physical thing. On a theory-lite view, the possibility
that my brain causes behavior need not conflict with me
causing my behavior. Instead, the main concern posed by
the possibility of neuro-prediction may be that it raises
the threat of manipulation—another agent controlling me
(whatever that me may be)—or the threat of ‘‘bypass-
ing’’—some process causing my behavior other than me,
or the relevant processes within me. Manipulation clearly
conflicts with people’s conception of free will and respon-
sibility (Shepard & Reuter, 2012; Sripada, 2012), perhaps
because manipulation is interpreted as bypassing the
agent’s own mental states and reasons, whereas neuro-
prediction need not involve such bypassing (Murray &
Nahmias, 2014; Nahmias, 2014). On this view, perfect
neuro-prediction alone would not be sufficient to under-
mine most people’s attributions of free will or responsibil-
ity; instead, it would only do so to the extent that it raises
concerns about manipulation.

We conducted three experiments designed to test
between these conflicting hypotheses about people’s
ordinary views about free will and responsibility. Since
practically all willusionists’ arguments against the exis-
tence of free will begin with evidence of neural-based pre-
diction of behavior, people’s reactions to the possibility of
neuro-prediction is a useful test of these willusionists’
claims about ordinary people’s views (see Harris, 2012
and Greene & Cohen, 2004 for explicit endorsements of
neuro-prediction as a useful test). Thus, the focus of our
experiments is to test whether neuro-prediction is suffi-
cient to undermine attributions of free will (as the willu-
sionists predict) or whether it only threatens free will to
the extent that it raises threats of manipulation (as we
predict).

The three experiments are also designed to shed light
on whether the ordinary conception of free will requires
a specific metaphysics of mind (e.g., dualism, physicalism)
or is instead ‘‘theory-lite.’’ The neuro-prediction scenarios
used in Experiments 1 and 2 strongly imply physicalism,
with Experiment 1 describing scenarios that are compati-
ble with non-reductive physicalism, while Experiment 2
describes scenarios that make physicalism even more sali-
ent by explicitly using the language of identity theory (i.e.,
the view that mental activity just is brain activity). The sce-
narios used in Experiment 3 are, instead, explicitly dualist
in nature. Under the view that the ordinary understanding
of free will requires a specific metaphysics of mind (e.g.,
dualism), one would expect to find different patterns of
results among these experiments (e.g., low attributions of
free will in the scenarios that rule out dualism). On the
other hand, if the ordinary conception of free will is the-
ory-lite, we would expect a similar pattern of results across
all three experiments.
2. Experiment 1: Neuroscientific prediction and
manipulation

In order to test between the willusionists’ account and
our account of the ordinary understanding of free will in
light of neuro-prediction, we created a pair of scenarios
based on Harris’ (2012) scenario. In both scenarios, the
neuroscientists’ ability to perfectly predict behaviors was
held constant, but the threat of manipulation was varied.
This design allowed us to test whether neuro-prediction
is sufficient to undermine people’s attributions of free will
and responsibility (as predicted by willusionists) or
whether neuro-prediction threatens free will only to the
extent that it raises threats of manipulation (as predicted
by us).
2.1. Method

Two-hundred seventy-eight undergraduates at Georgia
State University participated for extra credit in a critical
thinking class. The sample was 58% female with a mean
age of 21.30 (SD = 4.90). Participants were randomly
assigned to read one of the two scenarios. Both scenarios
describe a future in which ‘‘Neuroscientists can use brain
scanners to detect all the activity in a person’s brain and
use that information to predict with 100% accuracy every
single decision a person will make before the person is
consciously aware of their decision.’’ In both scenarios, a
person named Jill agrees to participate in a neuroscience
experiment and wear a lightweight brain-scanning cap
for a month, and the scientists use the information
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provided by the brain-scanner to predict in real time
everything Jill will think and do even before she is aware
of her thoughts and decisions. They even predict Jill’s
attempts to trick the scientists (e.g., by changing her mind
at the last second). In both scenarios, the neuroscientists
accurately predict all of Jill’s behavior for the month she
wears the cap, including how Jill votes for Governor and
how she votes for President (no political parties or politi-
cally relevant names were used). We described decisions
that were not morally charged, in part to avoid the concern
that responses would be biased by emotion (Nichols &
Knobe, 2007). There was one difference between the two
scenarios: In one scenario (‘‘Cannot Manipulate’’), the sci-
entists could not manipulate behavior, even though they
could perfectly predict all behavior, including Jill’s voting
decisions. In the other scenario (‘‘Can Manipulate’’), the
scientists could predict and also manipulate behavior
without the person being aware of it. In this scenario, they
manipulate Jill’s decision about whom to vote for Governor
but not her decision for President. Both scenarios conclude,
‘‘Indeed, these experiments confirm that all human mental
activity is entirely based on brain activity such that every-
thing that any human thinks or does could be predicted
ahead of time based on their earlier brain activity.’’ See
Appendix for full text of scenarios.

The scenario remained on the screen while participants
responded to a series of questions, beginning with compre-
hension questions. After comprehension questions, partic-
ipants were presented with statements about free will,
responsibility, and bypassing (e.g., whether an agent’s rea-
sons have an effect on action) in three blocks, and rated
how much they agreed with each statement using a
7-point scale that was anchored by ‘‘Strongly Disagree’’
and ‘‘Strongly Agree.’’ Statements were randomized within
each block (see Appendix for full text of statements). The
first block contained statements about Jill’s free will,
responsibility, and bypassing regarding her specific voting
decisions; for example, ‘‘Jill voted for Governor of her own
free will.’’ The second block contained statements about
Jill’s actions in general, for example, ‘‘During the experi-
ment, when the neuroscientists predicted what Jill did,
she had free will’’ (with ‘‘predicted’’ replaced by ‘‘altered’’
and ‘‘did not alter’’ in the ‘‘Can Manipulate’’ scenario; for
example, ‘‘During the experiment, when the neuroscien-
tists altered what Jill did, she had free will’’). Participants
were then asked whether they thought it was possible
for this technology to exist in the future and asked to
explain their answer. The third block contained statements
about free will, responsibility, and bypassing for people in
general if the technology existed; for example, ‘‘If this
technology existed, then people would not have free will,’’
and ‘‘If this technology existed, then people would not be
morally responsible for what they did.’’ Finally, partici-
pants answered an attention check question and several
demographic questions.

Since Harris and other willusionists claim that perfect
neuroscientific prediction is sufficient to undermine attri-
butions of free will and responsibility, their account pre-
dicts that free will and responsibility attributions will be
low (below the midpoint) for both of Jill’s voting decisions,
her general actions ‘‘when the neuroscientists predicted
what Jill did,’’ and for people in general ‘‘if this technology
existed,’’ even in the scenario in which the neuroscientists
cannot manipulate behavior, though actual manipulation
may drive attributions even lower. Since our view claims
that neuro-prediction typically undermines free will only
in so far as it implies other threats such as manipulation,
we predicted that free will and responsibility attributions
would be high (above the midpoint) for both of Jill’s voting
decisions, her general actions, and for people in general in
the scenario in which neuroscientists cannot manipulate
behavior. We also predicted that actions that could not
have been manipulated would have the highest attribu-
tions of free will and responsibility, actions that were actu-
ally manipulated would have the lowest attributions of
free will, and actions that could have been manipulated
but were not manipulated (e.g. Jill’s vote for President in
the ‘‘Can Manipulate’’ case) may have attributions some-
where in between the other cases, because the mere possi-
bility of manipulation undetectable by the agent likely
raises concerns about manipulation, even when behavior
is not in fact manipulated. In the ‘‘Can Manipulate’’ case
the ‘‘if this technology existed’’ statements did not specify
whether people’s actions were sometimes manipulated, so
participants’ responses to these statements provide an
additional test of our view. If the possibility of undetect-
able manipulation is enough to threaten free will and
responsibility, then attributions of free will and responsi-
bility should be lower in the ‘‘Can Manipulate’’ case where
people’s actions could be manipulated (but may or may not
have been) compared to the ‘‘Cannot Manipulate’’ case.

The willusionists’ account and our account also make
different predictions about how people will respond to
the statement, ‘‘It is possible for this technology to exist
in the future.’’ The willusionists’ view predicts that most
people will deny the possibility of the technology since
its existence would violate fundamental aspects of how
people allegedly understand free will and the nature of
mind (e.g., as standing partially outside the laws of nature,
as an entity whose thoughts and behaviors are not predict-
able based solely on brain states). That is, if most people
think that a ‘‘mind distinct from the body is [the] non-
physical source of free will’’ (Greene & Cohen, 2004, p.
1779), then they should consider it impossible to develop
technology that allows perfect prediction of decisions
based solely on prior neural activity. Our ‘‘theory-lite’’ view
predicts instead that most people will not deny the possi-
bility of the technology, since they do not have such theo-
retical commitments about the mind or free will.

2.2. Results

2.2.1. Free will preliminaries
After dropping participants who missed one of the com-

prehension questions or an attention check, 223 partici-
pants remained. When necessary, ratings were reverse-
coded so that higher ratings always expressed higher levels
of the relevant attributions (see Appendix). In the ‘‘Cannot
Manipulate’’ scenario, attributions of free will did not differ
for Jill’s vote for President (M = 6.10, SD = 1.25) and Jill’s
vote for Governor (M = 6.09, SD = 1.38), t(121) = .094,
p = .926. Because the ratings for both of these statements
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were near identical, we created a composite free will score
for this scenario (a = .844). Unless otherwise stated, this
composite score was used for analyses reported below.

2.2.2. Free will main analyses
To test whether people tended to attribute free will in

the ‘‘Cannot Manipulate’’ scenario, we conducted a series
of one-sample t-tests, testing whether participants’ attri-
butions of free will differed from the midpoint of 4. People
tended to attribute free will to Jill for her voting decisions
(M = 6.09, SD = 1.22), t(121) = 18.91, p < .001, for her gen-
eral actions during the experiment (M = 6.04, SD = 1.27),
t(121) = 17.77, p < .001, and for people in general ‘‘if this
technology existed’’ (M = 5.61, SD = 1.69), t(121) = 10.53,
p < .001. In order to determine the percentage of people
that tended to agree with the free will statements, we took
responses of 5, 6, or 7 on the scale to indicate agreement. In
the ‘‘Cannot Manipulate’’ scenario, 91.7% of participants
agreed that Jill voted of her own free will, 88.5% of partic-
ipants agreed that Jill had free will when the neuroscien-
tists predicted what she did, and 80.3% of participants
agreed that people would have free will if this technology
existed. In each of these cases, significantly more than half
of the participants attributed free will, ps < .001. These
results accord with our prediction that neuro-prediction
does not undermine attributions of free will as long as
threat of manipulation is minimized, and they contradict
the willusionists’ prediction that neuro-prediction is suffi-
cient to undermine attributions of free will.

To test whether attributions of free will differed
depending on whether Jill’s decisions were manipulated,
t-tests were conducted based on pre-planned contrasts
for attributions of free will between (a) the voting deci-
sions in the ‘‘Cannot Manipulate’’ scenario and Jill’s non-
manipulated vote in the ‘‘Can Manipulate’’ scenario and
(b) Jill’s non-manipulated vote in the ‘‘Can Manipulate’’
and Jill’s manipulated vote in the ‘‘Can Manipulate’’ sce-
nario. The analogous contrasts were also conducted for
Jill’s non-manipulated and manipulated general actions
performed while wearing the brain scanner. As shown in
Fig. 1, the results support our predictions that free will
attributions would be highest for actions that could not
Fig. 1. Attributions of free will for Jill’s voting decisions and her general actions
significant differences between neighboring bars, all of which were preplanned
be manipulated, lowest for actions that were manipulated,
and intermediary for actions that could have been manip-
ulated but were not.

The difference between actions that could not be
manipulated and actions that could have been but were
not manipulated were relatively small (but significant).
Importantly, people still tended to attribute free will when
an action could have been but was not manipulated,
ps < .05. Being explicitly told that the actions were not
manipulated may be enough to minimize, though not elim-
inate, the perceived threat of manipulation. For the ‘‘if the
technology existed’’ statements, participants were not
explicitly told when or if manipulation was occurring in
the ‘‘Can Manipulate’’ scenario, so the threat of undetect-
able manipulation presumably loomed large. In order to
test whether attributions of people’s free will ‘‘if this tech-
nology existed’’ differed depending on whether the tech-
nology made manipulation possible, we conducted an
independent t-test comparing responses to these state-
ments for the ‘‘Cannot Manipulate’’ scenario and the ‘‘Can
Manipulate’’ scenario. As predicted by our view, attribu-
tions of free will were higher in the ‘‘Cannot Manipulate’’
scenario (M = 5.61, SD = 1.69), than in the ‘‘Can Manipu-
late’’ scenario (M = 3.01, SD = 1.86), t(221) = 10.93,
p < .001. As reported above, people tended to attribute free
will in the ‘‘Cannot Manipulate’’ scenario. People tended
not to attribute free will in the ‘‘Can Manipulate’’ scenario,
t(100) = �5.34, p < .001. The unknown status of the unde-
tectable threat of manipulation appeared to loom large
enough to decrease free will attributions and lead to a ten-
dency not to attribute free will.

2.2.3. Bypassing mediation analyses
To examine whether attributions of free will were, at

least in part, explained by bypassing judgments, we con-
ducted a mediation analysis, testing whether the differ-
ences in attributions of free will for the ‘‘if this
technology existed’’ statement between scenarios were
mediated by bypassing judgments. For this analysis, we
created a composite score of the three bypassing state-
ments (e.g., ‘‘If this technology existed, then people’s rea-
sons would have no effect on what they did’’) (a = .906).
by manipulation status. Error bars represent standard errors. ‘⁄’s indicate
contrasts. ***p < .001, **p < .01.
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Using Preacher and Hayes’ (2004) bootstrap method for
testing mediation, bypassing judgments significantly med-
iated the differences in free will judgments between sce-
narios, 95% bootstrap CI for mediation effect (.84, 1.60).
These results support the view that whether people inter-
pret a scenario to undermine free will is caused in part by
whether they interpret it to entail that people’s mental
states, such as their reasons, do not play a causal role in
their actions (Murray & Nahmias, 2014).

2.2.4. Responsibility analyses
The same series of statistical tests was also conducted

for responsibility statements, including the bypassing
mediation analysis. Patterns of significance for responsibil-
ity statements were identical to the patterns of significance
for free will statements, with one exception: Agreement
with responsibility statements for ‘‘if the technology
existed’’ in the ‘‘Can Manipulate’’ scenario did not signifi-
cantly differ from the midpoint of 4 (M = 3.69, SD = 1.92),
t(100) = 1.61, p = .111. However, agreement with responsi-
bility statements for ‘‘if the technology existed’’ was still
lower in the ‘‘Can Manipulate’’ scenario than in the ‘‘Can-
not Manipulate’’ scenario, (M = 5.47, SD = 1.89),
t(221) = 6.93, p < .001.

2.2.5. Technology possible analysis
Responses to the statement ‘‘It is possible for this tech-

nology to exist in the future’’ did not differ by scenario,
X2 = .098, p = .754. Contrary to the prediction of the willu-
sionists, 80% of participants agreed that the technology
was possible, which is significantly more than half,
t(221) = 11.33, p < .001. Responses to this statement did
not correlate with responses to any of the free will or
responsibility statements, all ps > .12. Of the 20% of partici-
pants who did not agree that the technology was possible,
only a few gave explanations mentioning the existence of
free will, indeterminism, or a non-physical mind or soul.
Instead, most who thought the technology was impossible
offered pragmatic reasons, such as concerns about the limits
and legality of such technology. For example, one partici-
pant stated, ‘‘I just don’t think people would allow this type
of thing to occur. People like privacy and control.’’ Another
stated, ‘‘Technology that allows one to see the brain activity
of an individual will not be the size of a light weight cap.’’
3. Experiment 2: Increasing the salience of physicalism

Experiment 1 demonstrated that neuro-prediction is not
sufficient to undermine most people’s attributions of free
will, as long as threats of manipulation are minimized. This
suggests that even when people consider human action as
part of a naturalistic worldview that allows neuro-predic-
tion, this does not threaten free will. However, even though
the scenarios used in Experiment 1 strongly suggested a nat-
uralistic and non-dualist view of the mind, it is possible that
the scenarios may have allowed room for some participants
to interpret mental states as distinct from the physical states
of the brain and body.3 For example, in Experiment 1 the sce-
3 We thank an anonymous reviewer for highlighting this point.
narios ended by stating that ‘‘these experiments confirm that
all human mental activity is entirely based on brain activity . . .’’
(emphasis added). Though the ‘‘entirely based on’’ clause
implies some form of physicalism, it still allows an interpreta-
tion in which the mental is in some sense distinct from the
physical—for instance, as suggested by some forms of non-
reductive physicalism, in which mental processes supervene
on the physical but cannot be reductively explained in terms
of the physical (e.g., Antony, 2007). In Experiment 2, we
sought to increase the salience of physicalism by employing
language that explicitly noted that the mind and brain were
identical. For example, the ‘‘entirely based on brain activity’’
clause was replaced with ‘‘all human mental activity just is
brain activity’’ and language was added explicitly stating
that earlier brain activity causes a person’s decisions
(see Appendix for details).

Results from Experiment 1 also demonstrated that as
the threat of manipulation increased, attributions of free
will decreased. Free will attributions were highest when
manipulation was not possible and lowest when manipu-
lation occurred, or when manipulation was possible but
the status of manipulation was unknown. However, there
was never a direct comparison within any statement type
between attributions of free will when manipulation was
known to have occurred vs. when manipulation was possi-
ble but the status of manipulation was unknown. While we
found that attributions of free will are low in both these
situations, we do not have evidence for whether attribu-
tions are lower in one of these situations or whether they
are (roughly) equivalent. To address this concern, we
added another block of ‘‘if the technology existed’’ state-
ments for the ‘‘Can Manipulate’’ scenario. These additional
statements specified whether the technology was ‘‘some-
times used to alter decisions’’ or ‘‘was never used to alter
decisions.’’ This addition effectively set up four conditions
within the ‘‘if the technology existed’’ statements: manip-
ulation not possible (in the ‘‘Cannot Manipulate’’ case),
manipulation possible but manipulation status unknown,
manipulation possible but never occurred, manipulation
possible and sometimes occurred.

3.1. Method

Two-hundred thirteen undergraduates at Georgia State
University participated for extra credit in a critical thinking
class. The sample was 60% female, and the mean age was
22.79 (SD = 6.90). Method for Experiment 2 were the same
as Experiment 1, except that the scenarios used in Experi-
ment 2 used language that made physicalism more salient,
and Experiment 2 included an additional block of ‘‘if the
technology existed’’ statements in the ‘‘Can Manipulate’’
case, as described in the previous section (see Appendix
for details).

3.2. Results

3.2.1. Free will preliminaries
After dropping participants who missed one of the com-

prehension or attention check questions, 185 participants
remained. Ratings were reverse-coded so that higher rat-
ings always expressed greater levels of attributions. In



Fig. 2. Attributions of free will for Jill’s voting decisions and her general actions by manipulation status. Error bars represent standard errors. ‘⁄’s indicate
significant differences between neighboring bars, all of which were preplanned contrasts. The comparison represented by the non-neighboring bars (Cannot
Manipulate vs. Can, Did Manipulate) also differed significantly, p < .001. ***p < .001, **p < .01.
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the ‘‘Cannot Manipulate’’ scenario, attributions of free will
did not differ for Jill’s vote for President (M = 5.85,
SD = 1.54) and Jill’s vote for Governor (M = 5.91,
SD = 1.59), t(92) = .546, p = .587, so, we created a composite
free will score for this scenario (a = .802). Unless otherwise
stated, this composite score was used for analyses reported
below.
4 To foreshadow, we replicated the Experiment 1 result (Cannot Manip-
ulate > Can but did not Manipulate) in Experiment 3. We discuss these
differences in results among the experiments in the General Discussion. We
thank an anonymous reviewer for prompting us to consider these results
more carefully.
3.2.2. Free will main analyses
Replicating results from Experiment 1, in the ‘‘Cannot

Manipulate’’ scenario participants tended to attribute free
will to Jill for her voting decisions (M = 5.88, SD = 1.45),
t(92) = 12.47, p < .001, for her general actions during the
experiment (M = 5.85, SD = 1.49), t(92) = 11.98, p < .001,
and for people in general ‘‘if this technology existed’’
(M = 5.67, SD = 1.60), t(92) = 10.06, p < .001. Translating
these responses to percent agreement, 87.1% of partici-
pants agreed that Jill voted of her own free will, 87.1% of
participants agreed that Jill had free will when the neuro-
scientists predicted what she did, and 74.2% of participants
agreed that people would have free will if this technology
existed. In each of these cases, significantly more than half
of the participants attributed free will, ps < .001.

In order to test whether attributions of free will differed
depending on whether Jill’s decisions were manipulated, t-
tests were conducted based on pre-planned contrasts for
attributions of free will between (a) the voting decisions
in the ‘‘Cannot Manipulate’’ scenario and Jill’s non-manip-
ulated vote in the ‘‘Can Manipulate’’ scenario and (b) Jill’s
non-manipulated vote in the ‘‘Can Manipulate’’ and Jill’s
manipulated vote in the ‘‘Can Manipulate’’ scenario. The
analogous contrasts were also conducted for Jill’s non-
manipulated and manipulated general actions performed
during the experiment. As can be seen in Fig. 2, the actions
that were not manipulated differed from those that were
manipulated, ps < .001. However, unlike in Experiment 1,
there were no differences between actions that could not
be manipulated and actions that could have been manipu-
lated but were not, ps > .10. All free will ratings for actions
that were not manipulated were significantly above the
midpoint, and all free will ratings for actions that were
manipulated were significantly below the midpoint,
ps < .001.

As in Experiment 1, we found that people tended to
attribute free will for actions that were not manipulated.
We also found that people tended not to attribute free will
for actions that were manipulated. We failed to replicate
the finding that people tended to ascribe slightly more free
will to action that could not have been manipulated when
compared to actions that could have been manipulated but
were not, and we are unsure what explains this difference
in results between the experiments.4 In any case, relative to
cases in which people are or may be manipulated, being
explicitly told that actions were not manipulated is enough
to minimize (Experiment 1) or eliminate (Experiment 2) the
threat of manipulation on attributions of free will.

With the addition of the new block of ‘‘if the technology
existed’’ statements, we are better able to test the differ-
ences between cases in which (a) decisions can be pre-
dicted but not manipulated (in the ‘‘Cannot Manipulate’’
scenario), (b) decisions can be predicted and manipulated
but manipulation status was unknown, (c) decisions can
be, but are not, manipulated, and (d) decisions are some-
times manipulated. In order to test between these four
possibilities, we conducted all pairwise comparisons
among these statements regarding people’s free will if this
technology existed. As can be seen in Table 1, attributions
of free will were highest when it was known that manipu-
lation did not occur, regardless of whether technology
existed that made manipulation possible (a and c). Attribu-
tions of free will were lowest when manipulation was pos-
sible but status was unknown or when manipulation was
known to have occurred sometimes (b and d). There were
no differences in attributions of free will when manipula-
tion status was unknown (b) compared to when manipula-
tion was known to occur (d). These results replicated the
finding just described regarding Jill’s voting decisions and



Table 1
Mean free will attributions ‘‘if the technology existed’’.

Statement Manipulation Status Mean (SD)

a If this technology existed, people would not have free will. (‘‘Cannot Manipulate’’ scenario) Manipulation not possible 5.67 (1.59)b,d

b If this technology existed, people would not have free will. (‘‘Can Manipulate’’ scenario) Manipulation possible 3.64 (2.06)a,c

Status unknown
c If this technology existed and was never used to alter what people did, people would not

have free will
Manipulation possible 5.41 (1.65)b,d

Does not occur
d If this technology existed and was sometimes used to alter what people did, people would

not have free will
Manipulation possible 3.13 (1.70)a,c

Does occur

Note. Means were reverse-coded so that a higher mean corresponds to higher attributions of free will. Superscript indicates means significantly differed
from each other, all p < .001.
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actions in general. Additionally, when manipulation is pos-
sible but manipulation status is unknown, the threat of
manipulation looms as large as when manipulation is
known to have occurred.
3.2.3. Bypassing mediation analyses
To examine whether attributions of free will were, at

least in part, explained by bypassing judgments, we con-
ducted a mediation analysis, testing whether the differ-
ences in attributions of free will for the ‘‘if this
technology existed’’ statement between scenarios were
mediated by bypassing judgments. For this analysis, we
created a composite score of the three bypassing state-
ments (a = .936). Replicating Experiment 1, bypassing
judgments significantly mediated the differences in free
will judgments between scenarios, 95% bootstrap CI for
mediation effect (.95, 1.92). These results again support
the view that whether people interpret a scenario to
undermine free will is caused in part by whether they
interpret it to entail that people’s mental states, such as
their reasons, do not play a causal role in their actions
(Murray & Nahmias, 2014).
3.2.4. Responsibility analyses
The same series of statistical tests was also conducted

for responsibility statements, including the bypassing
mediation analysis. Patterns of significance for responsibil-
ity statements were identical to the patterns of significance
for free will statements, with two exceptions: First, agree-
ment with responsibility statements for ‘‘if the technology
existed’’ in the ‘‘Can Manipulate’’ scenario did not signifi-
cantly differ from the midpoint of 4 (M = 3.88, SD = 2.11),
t(91) = .55, p = .587. However, as predicted by our view,
agreement with responsibility statements for ‘‘if the tech-
nology existed’’ was lower in the ‘‘Can Manipulate’’ sce-
nario than in the ‘‘Cannot Manipulate’’ scenario,
(M = 5.09, SD = 1.33), t(183) = 7.59, p < .001. Second, agree-
ment for the ‘‘if the technology existed’’ statements was
higher when manipulation was not possible (M = 5.09,
SD = 1.33) than when manipulation was possible but
known to have not occurred (M = 4.38, SD = 1.88),
t(183) = 2.94, p = .004. Though agreement in these cases
differed from each other, in both cases people tended to
attribute responsibility, ps < .001, replicating findings from
Experiment 1.
3.2.5. Technology possible analysis
The ‘‘technology possible analysis’’ fully replicated the

results from Experiment 1. Responses to the statement
‘‘It is possible for this technology to exist in the future’’
did not differ by scenario, X2(1) = 1.296, p = .255. Contrary
to the prediction of the willusionists, and despite the
increased salience of physicalism, 82% of participants
agreed that the technology was possible, which is signifi-
cantly more than half, t(184) = 24.03, p < .001. Again,
responses to the ‘‘is the technology possible’’ statement
did not correlate with responses to any of the free will or
responsibility statements, all ps > .05. Of the 18% of partic-
ipants who did not agree that the technology was possible,
again only a few gave explanations mentioning the exis-
tence of free will, indeterminism, or a non-physical mind
or soul. Instead, most who thought the technology was
impossible offered pragmatic reasons such as concerns
about the limits and legality of such technology. For exam-
ple, one participant stated, ‘‘I do not think that 100% accu-
racy would be achievable. Scientists would only have to
miss one variable and would have to do that for every sin-
gle person they try to scan. I do believe a 95% success rate
could be achievable.’’ Another participant stated, ‘‘I don’t
think it’s possible because there is no big demand on
research for predicting a person’s thoughts, so why spend
money on a technology that won’t generate profits?’’
4. Experiment 3: A dualistic scenario

Experiments 1 and 2 demonstrated that neuro-predic-
tion is not sufficient to undermine attributions of free will,
as long as threats of manipulation are minimized. These
results held when the mind-brain relation implied by the
scenarios was consistent with non-reductive physicalism
(Experiment 1) and when the salience of physicalism was
increased by using the language of identity theory (Exper-
iment 2). These results suggest that people’s concept of
free will is not dependent on dualism, as many willusion-
ists claim (e.g., Cashmore, 2010; Gazzaniga, 2011; Greene
& Cohen, 2004; Montague, 2008). However, we also do
not take these results to imply that people’s concept of free
will is dependent on physicalism. Rather, when it comes to
free will most people may be theory-lite. In other words,
we believe most people are not committed to the view that
the mind or soul must be non-physical to allow free will,
nor are they committed to the view that the mind must
be physical to allow free will. So long as a metaphysical
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view—whether a form of dualism or physicalism—allows
that the relevant mental states (e.g., reasons, conscious
goals) and mental processes (e.g., reasoning, planning) play
a causal role in decisions and actions, and are not bypassed
by some other states or processes or by manipulation, then
most people seem to accept that free will and responsibil-
ity are possible.

As a further test of the view that people’s concept of
free will is not challenged by perfect prediction, so long
as other threats like manipulation are minimized, and as
a further test of the theory-lite view, we developed a pair
of perfect prediction scenarios that implied dualism. The
dualism scenarios paralleled scenarios used in Experi-
ments 1 and 2, but instead of describing neuroscientists
who can perfectly predict behavior on the basis of neural
states, the dualism scenarios describe mindreaders who
can perfectly predict behavior on the basis of information
in people’s mind and soul (see below and Appendix). On
the assumption that people’s view of free will is theory-
lite, we predicted that we would replicate the pattern of
findings observed in Experiments 1 and 2.

4.1. Method

One hundred ninety-six undergraduates at Georgia
State University participated for extra credit in a critical
thinking class. The sample was 66% female, and the mean
age was 21.0 (SD = 7.61). Participants were randomly
assigned to one of two scenarios, similar to the ‘‘Cannot
Manipulate’’ and ‘‘Can Manipulate’’ scenarios from the pre-
vious experiments, but in this case the prediction was car-
ried out by mindreaders on the basis of mental states in a
person’s mind and soul. The scenario begins: ‘‘Suppose that
in the future we discovered that there is a colony of mind-
readers living on a remote island on earth. Using their abil-
ities, they can detect all the information in a person’s mind
and in their soul. The mindreaders can use this information
to predict with 100% accuracy every single decision a per-
son will make before the person is consciously aware of
their decision.’’ The variations between the two scenarios
parallel those from Experiments 1 and 2, including Jill’s
agreeing to have her mind read for a month and making
voting decisions (one of which, the governor vote, was
manipulated in the ‘‘Can Manipulate’’ scenario). The sce-
narios end: ‘‘Indeed, this experiment confirms that all
human mental activity just is activity in the mind and soul
Table 2
Mean free will attributions ‘‘if such mindreaders existed’’.

Statement

a If such mindreaders existed, people would not have free will. (‘‘Canno
scenario)

b If such mindreaders existed, people would not have free will. (‘‘Can M
scenario)

c If such mindreaders existed and never altered what people did, peop
have free will

d If such mindreaders existed and sometimes altered what people did,
have free will

Note. Means were reverse-coded so that a higher mean corresponds to higher attr
each other, all p < .001, except b vs. c, p = .034.
such that everything that any human thinks or does could
be predicted ahead of time based on earlier activity in their
mind and soul’’ (see Appendix). Participants responded
to the same statements as Experiment 2, with relevant
wording adjusted—e.g., replacing ‘‘the neuroscientists’’
with ‘‘the mindreaders’’ and replacing ‘‘If this technology
existed’’ with ‘‘If such mindreaders existed.’’

4.2. Results

4.2.1. Free will preliminaries
After dropping participants who missed one of the com-

prehension or attention check questions, 180 participants
remained. As in Experiments 1 and 2, ratings were
reverse-coded so that higher ratings always expressed
greater levels of attributions. In the ‘‘Cannot Manipulate’’
scenario, attributions of free will did not differ for Jill’s vote
for President (M = 6.22, SD = 1.08) and Jill’s vote for Gover-
nor (M = 6.11, SD = 1.32), t(98) = 1.074, p = .285, so, we cre-
ated a composite free will score for this scenario (a = .777).
Unless otherwise stated, this composite score was used for
analyses reported below.

4.2.2. Free will main analyses
Replicating results from Experiments 1 and 2, in the

‘‘Cannot Manipulate’’ scenario participants tended to attri-
bute free will to Jill for her voting decisions (M = 6.17,
SD = 1.09), t(98) = 19.77, p < .001, for her general actions
while participating in the experiment (M = 5.97,
SD = 1.34), t(98) = 14.67, p < .001, and for people in general
‘‘if such mindreaders existed’’ (M = 5.62, SD = 1.69),
t(98) = 9.52, p < .001. Translating these responses to per-
cent agreement, 92.9% of participants agreed that Jill voted
of her own free will, 86.9% of participants agreed that Jill
had free will when the mindreaders predicted what she
did, and 75.8% of participants agreed that people would
have free will if such mindreaders existed. In each of these
cases, significantly more than half of the participants
attributed free will, ps < .001.

In order to test whether attributions of free will differed
depending on whether Jill’s decisions were manipulated, t-
tests were conducted based on pre-planned contrasts for
attributions of free will between (a) the voting decisions
in the ‘‘Cannot Manipulate’’ scenario and Jill’s non-manip-
ulated vote in the ‘‘Can Manipulate’’ scenario and (b) Jill’s
non-manipulated vote in the ‘‘Can Manipulate’’ and Jill’s
Manipulation status Mean (SD)

t Manipulate’’ Manipulation not possible 5.62 (1.69)b,c,d

anipulate’’ Manipulation possible 3.57 (1.92)a,c

Status unknown
le would not Manipulation possible 5.04 (1.95)a,b,d

Does not occur
people would not Manipulation possible 3.46 (1.73)a,c

Does occur

ibutions of free will. Superscript indicate means significantly differed from
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manipulated vote in the ‘‘Can Manipulate’’ scenario. The
analogous contrasts were also conducted regarding Jill’s
non-manipulated and manipulated general actions per-
formed while the mindreaders predicted her decisions. As
shown in Fig. 3 (also see Table 3), the results largely repli-
cated the previous experiments. As in Experiments 1 and 2,
free will was highest for actions that could not be manip-
ulated and lowest for actions that were manipulated. As
in Experiment 1 (but not 2), free will attributions were
intermediary (but still above the midpoint) for actions that
could have been manipulated but were not.

In order to test whether attributions of free will differed
depending on the existence of mindreaders that could
manipulate decisions and the status of manipulation (e.g.,
status unknown, manipulation never occurred, manipula-
Table 3
Means (and standard deviations) for free will attributions, and percentage of part

Statement type (Scenario)

Jill’s votes (Cannot Manipulate)

Jill’s non-manipulated vote (Can Manipulate)

Jill’s manipulated vote (Can Manipulate)

Jill’s actions while participating in the experiment (Cannot Manipulate)

Jill’s non-manipulated actions while participating in the experiment (Can Ma

Jill’s manipulated actions while participating in the experiment (Can Manipu

People’s actions in general ‘‘if technology existed’’ (Cannot Manipulate)

People’s actions in general ‘‘if technology existed’’ (Can Manipulate)

People’s actions in general ‘‘if technology existed’’ and was never used to man
Manipulate)

People’s actions in general ‘‘if technology existed’’ and was sometimes used to
(Can Manipulate)

Note. For all three statement types in all three scenarios, people tended to attrib
ps < .001. In all three experiments, free will attributions were significantly hig
ps < .001. In all three experiments, free will attributions were higher for the ‘‘if t
have occurred than when manipulation was known to have occurred or when m

Fig. 3. Attributions of free will for Jill’s voting decisions and her general actions
significant differences between neighboring bars, all of which were preplanned
tion occurred), we conducted all pairwise comparisons.
As can be seen in Table 2, results largely replicated results
from Experiment 2.

We have repeatedly found that the simple existence of a
situation that makes manipulation possible appears to
have no effect (Experiment 2: Jill’s votes, Jill’s general
actions, ‘‘if the technology existed’’), or little effect (Exper-
iment 1: Jill’s votes, Jill’s general actions; Experiment 3,
Jill’s votes, Jill’s general actions, ‘‘if such mindreaders
existed’’), on attributions of free will, so long as it is known
that behavior was not in fact being manipulated. However,
when manipulation is possible but manipulation status is
unknown, the threat of manipulation looms as large as
when manipulation is known to have occurred (Experi-
ment 2: ‘‘if the technology existed’’; Experiment 3 ‘‘if such
icipants agreeing, for each statement type in Experiments 1–3.

Exp. 1
(physicalism)

Exp. 2 (identity
theory)

Exp. 3
(dualism)

6.09 (1.22) 5.88 (1.45) 6.17 (1.09)
91.7% 87.1% 92.9%
5.33 (1.85) 5.73 (1.63) 5.43 (1.86)
74.3% 80.0% 77.8%
2.29 (1.65) 2.10 (1.59) 3.26 (2.06)
14.9% 10.4% 33.3%
6.04 (1.27) 5.85 (1.49) 5.97 (1.34)
88.5% 87.1% 86.9%

nipulate) 5.46 (1.76) 5.53 (1.75) 5.40 (1.55)
76.2% 87.1% 75.3%

late) 2.26 (1.52) 2.11 (1.14) 2.93 (1.79)
11.9% 9.4% 23.5%
5.61 (1.69) 5.67 (1.60) 5.62 (1.69)
80.3% 74.2% 75.8%
3.01 (1.86) 3.64 (2.06) 3.57 (1.92)
22.8% 35.9% 33.3%

ipulate (Can n/a 5.41 (1.65) 5.04 (1.95)
79.3% 63.0%

manipulate n/a 3.13 (1.70) 3.46 (1.73)
23.9% 30.9%

ute free will for actions that were known to not have been manipulated,
her for Jill’s non-manipulated decisions than her manipulated decisions,
he technology existed’’ statements when manipulation was known not to

anipulation status was unknown, ps < .001.

by manipulation status. Error bars represent standard errors. ‘⁄’s indicate
contrasts. **p < .01, ***p < .001.
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mindreaders existed’’). Even more interesting than our rep-
licating this basic pattern of findings across three experi-
ments using multiple question types is that this basic
pattern of findings has replicated across three different
types of scenarios in which the metaphysics of the mind
varied from non-reductive physicalism to identity theory
to dualism. (See Table 3 for a summary of results across
all three experiments.)

4.2.3. Bypassing mediation analyses
To examine whether attributions of free will were, at

least in part, explained by bypassing judgments, we con-
ducted a mediation analysis, testing whether the differ-
ences in attributions of free will for the ‘‘if this
technology existed’’ statement between scenarios were
mediated by bypassing judgments. For this analysis, we
created a composite score of the three bypassing state-
ments (a = .877). Replicating Experiment 1, bypassing
judgments significantly mediated the differences in free
will judgments between scenarios, 95% bootstrap CI for
mediation effect (.74, 1.56). These results again support
the view that whether people interpret a scenario to
undermine free will is caused in part by whether they
interpret it to entail that people’s mental states, such as
their reasons, do not play a causal role in their actions
(Murray & Nahmias, 2014).

4.2.4. Responsibility analyses
The same series of statistical tests was also conducted

for responsibility statements, including the bypassing
mediation analysis. Patterns of significance for responsibil-
ity statements were identical to the patterns of significance
for free will statements, with one exception: Agreement
with responsibility statements for ‘‘if the technology
existed’’ in the ‘‘Can Manipulate’’ scenario did not signifi-
cantly differ from the midpoint of 4 (M = 4.00, SD = 2.07),
t(80) = 0, p = 1.00. However, as predicted by our view,
agreement with responsibility statements for ‘‘if the tech-
nology existed’’ was lower in the ‘‘Can Manipulate’’ sce-
nario than in the ‘‘Cannot Manipulate’’ scenario,
(M = 4.83, SD = 1.16), t(178) = 3.39, p < .001.
5. General discussion

Across three experiments we found that perfect predic-
tion was not sufficient to undermine people’s attributions
of free will or responsibility. These results held whether
the scenarios described perfect prediction based on neural
activity in the brain (Experiments 1 and 2) or on the basis
of mental activity in the mind or soul (Experiment 3). In all
three experiments, mediation analyses indicated that the
differences in free will and responsibility attributions
between scenarios were mediated by bypassing judg-
ments, suggesting that on the ordinary understanding of
free will, agents act freely only if their mental states have
an effect on their actions. It appears that the vast majority
of people interpret the possibility described in the
physicalist scenarios—that information about brain activity
is sufficient to predict mental states, decisions, and
actions—as compatible with the idea that mental states
causally contribute to decisions and actions. We believe
that the best explanation for this result is that most people
do not assume that mental states (including conscious
ones) must be metaphysically distinct from neural states,
and because most people are not interpreting mental
states to be bypassed in the neuro-prediction scenarios,
they also attribute free will and responsibility to agents
in these scenarios. This explanation is bolstered by the fact
that so few people found the physicalist scenarios
impossible.

While the pattern of results was overwhelmingly con-
sistent across the three experiments, there was one differ-
ence between Experiment 2 and the other two
experiments. In Experiment 2, we did not find a difference
in free will attributions between actions that could not
have been manipulated and those actions that could have
been manipulated but were not, while in Experiments 1
and 3, we found small but significant differences in several
different versions of free will attributions between these
cases. We are not sure how best to explain these differ-
ences, assuming they are not a fluke. One possibility is that
some of our participants with dualist views read the less
strictly physicalist scenario (Experiment 1), as well as the
dualist scenario (Experiment 3), as allowing some role for
non-physical mental states to influence decisions. If so,
when they are told that all decisions can be manipulated,
it suggests the more threatening possibility that even this
limited role is bypassed. Hence, the possibility of manipu-
lation in these scenarios leads some participants to inter-
pret them as threatening free will. Our theory-lite view
claims that most people think the existence of free will is
compatible with multiple metaphysics of mind, including
many forms of physicalism, but it certainly allows that
some people have specific metaphysical views about the
nature of the mind that do influence their free will judg-
ments. The exact ways and the specific situations in which
particular metaphysics of mind may affect free will judg-
ments is a potentially rich area of future research. What
we hope to have accomplished here, in addition to arguing
convincingly against the incompatibility of neuro-predic-
tion and free will, is to provide initial evidence showing
that people are more theory-lite than often assumed.

The most significant response to our experiments is that
many participants may be failing to understand or inter-
nalize relevant information from the scenarios. Perhaps
people are so emotionally attached to having free will that
they have a ‘‘free will no matter what’’ view and will refuse
to say that some seemingly coherent scenario would take it
away. Perhaps participants did not attend to the fact that
every decision could be predicted with 100% accuracy.
Perhaps participants did not attend to the fact that every
decision could be predicted before the agent was even
aware of making their decision. If people failed to under-
stand those features of the scenarios, then they may have
failed to grasp the potential threat that neuro-prediction
is supposed to pose to free will (e.g., that the technology
rules out the existence or the causal role of a non-physical
mind). In response, we first point out that our physicalist
scenarios were based on a scenario offered by a prominent
willusionist as just the sort of case that would lead people
to clearly and appropriately envision what it would mean
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if people were fully governed by the laws of nature (Harris,
2012; also see Greene & Cohen, 2004). To make sure our
participants fully understood the ramifications of the sce-
nario, we stated three times that the neuroscientists could
predict decisions with 100% accuracy, we stated three
times that these predictions occur before people are aware
of making their decisions, and we included a closing state-
ment that highlighted that the experiments confirmed
physicalism. Second, if most people have a conception of
free will that conflicts with the physicalist scenarios (e.g.,
one that requires a non-physical mind or a form of
uncaused agency), we should expect many more people
to claim that the technology is impossible. Instead, we
found that over 80% of participants thought that the tech-
nology was possible, and of the few who responded that
the technology was not possible, most of them offered
pragmatic or ethical reasons with no reference to free will,
or minds or souls distinct from the brain. Finally, most peo-
ple do respond that free will can be undermined in the case
of manipulation or unknown potential manipulation, so
they do not take a ‘‘free will no matter what’’ view. The
most parsimonious explanation of the results is that most
people accepted the possibility of the scenarios and simply
do not understand free will in such a way that it conflicts
with the possibility of prediction based on neural activity
(see also Mele, 2012).

Instead, people might typically decide whether an agent
acted freely by using something like the following
principle:

An agent performed her behavior freely only if it was
caused by factors that included her own reasons.

As such, most people might have specific commitments
regarding the basic capacities required to act freely while
having no specific commitments regarding what underlies
or explains those capacities. Willusionists, on the other
hand, may not be so theory-lite. They tend to have specific
views on what capacities are needed for free will and what
underlies those capacities (e.g., Cashmore, 2010;
Montague, 2008). Many also seem to be reductionists or
eliminativists who assume, roughly, that if neural activity
is responsible for behavior, then mental (at least con-
scious) activity is not. So, as neuroscience establishes that
the brain ‘‘does it all’’ when it comes to decision-making
and behavior, these willusionists might conclude that our
behavior is not caused by factors that include our mental
states (e.g., our reasons). In accord with our principle
above, they then conclude that neuroscience is showing
that free will is an illusion.

In any case, the arguments that scientific evidence or a
scientific worldview demonstrates that free will is an illu-
sion depend on specific claims about how free will is ordi-
narily understood. Hence, such arguments require more
empirical evidence supporting the claims about the ordin-
ary understanding of free will. Our results, consistent with
previous findings (Mele, 2012; Monroe & Malle, 2010;
Monroe et al., 2014; Murray & Nahmias, 2014; Shepard &
Reuter, 2012), put pressure on the willusionists’ claims
about people’s understanding of free will and which possi-
bilities are inconsistent with it.

Our results suggest several further studies. First, it
would be interesting to explore whether phrasing the
scenarios in the first-person affects people’s responses.
Perhaps people would find the possibility of neuro-
prediction more threatening if they were thinking about
their own brains being scanned such that other people
could predict what they would do. Conversely, people
may be less likely to respond that they lack free will when
they are considering their own decision-making. Second, it
is important to test whether the patterns of results in our
experiments would remain consistent when the decisions
being predicted based on brain activity are moral deci-
sions, both positive and negative (e.g., replacing Jill’s voting
decisions with her decision to steal, or to return, a found
wallet). Third, future research should also consider to what
degree people may be adjusting or revising their beliefs or
theories about the mind and free will in response to sce-
narios like ours so as to preserve their strong intuitions
that people are free and responsible, rather than having
beliefs and theories that do not conflict with such scenar-
ios. Finally, it would be useful to replicate these experi-
ments with different populations of participants,
including older or more religious participants who did
not grow up in the ‘‘age of neuroscience’’ and may be less
comfortable with the possibility of neuro-prediction.

We have not focused on how our results bear directly
on the traditional philosophical debates about free will
and responsibility. However, we will briefly touch on two
ways they might. First, our results suggest that most peo-
ple do not appear to be committed to an understanding
of free will that requires a non-physical soul or mind or
the agent-causal powers suggested by some incompatibi-
lists. If people were committed to such metaphysical
requirements for free will, then many more people would
likely reject the possibility of a scenario that seems to
allow no role for such a mind or such powers. For instance,
if most people believed that free will requires being an
uncaused cause or being able to cause more than one deci-
sion, holding fixed prior physical states and laws, then it
seems likely that many more would judge that the
neuro-prediction scenario is not possible and that its pos-
sibility would undermine free will and responsibility. Our
results are consistent with other results from experimental
philosophy suggesting that most people do not have
incompatibilist intuitions and take determinism to under-
mine free will only if they interpret it to mean that an
agent’s mental states do not play the right causal role in
their actions (Murray & Nahmias, 2014; Nahmias et al.,
2006; cf. Nichols & Knobe, 2007).

Second, our results suggest a possible response to
Pereboom’s (2001) and other’s manipulation arguments
for incompatibilism, which argue that the best explanation
for people’s intuition that manipulation threatens an
agent’s free will and responsibility is that the agent’s deci-
sions are causally determined by factors beyond his or her
control—and hence determinism also threatens free will
for the same reason. While our scenarios do not explicitly
describe determinism, they do suggest complete causation
by neural activity preceding awareness of decisions in just
the sort of way required to make unnoticed neural manip-
ulation possible—that is, the agent (like Jill in our scenar-
ios) would experience her decision-making in just the
same way whether she was manipulated or not. Our
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results suggest that people see an important difference
between such manipulation and the ‘neural determination’
that makes such manipulation possible; they see a differ-
ence relevant to free will and responsibility between
potential manipulation and actual manipulation. Consistent
with Sripada (2012), these results suggest that people are
likely to interpret manipulation as undermining some con-
dition for free will in a way that determinism does not,
rather than interpreting determinism as undermining free
will because, just like manipulation, it means that agents’
actions can be (ultimately) traced back to factors beyond
their control.

Regardless of whether one is convinced that our results
challenge philosophical claims that incompatibilism is
intuitive, they provide a significant challenge to those
who claim that ordinary people understand free will and
responsibility in a way that is incompatible with the possi-
bility of perfect prediction based on neuroscientific infor-
mation. Most people recognize that just because ‘‘my
brain made me do it,’’ that does not mean that I didn’t do
it of my own free will.
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Appendix. Experiment scenarios and questions

Experiment 1 Scenarios [All wording is identical except
as indicated: ‘‘Cannot Manipulate’’ scenario wording is in
italics; ‘‘Can Manipulate’’ scenario wording is in bold].

Recent brain scanning studies have shown that specific
patterns of brain activity can be used to predict simple
decisions several seconds before people are consciously
aware of those decisions. Imagine that in the future brain
scanning technology becomes much more advanced. Neu-
roscientists can use brain scanners to detect all the activity
in a person’s brain and use that information to predict with
100% accuracy every single decision a person will make
before the person is consciously aware of their decision.
[The neuroscientists cannot, however, do anything to change
brain activity and hence they cannot directly influence
thoughts and actions. / The neuroscientists can even use
this technology to alter a person’s decision by altering
the person’s brain activity without the person being
aware of it.]

Suppose that in the future a woman named Jill agrees,
as part of a neuroscience experiment, to wear this brain
scanner for a month (it is a lightweight cap). The neurosci-
entists are able to use real-time information about her
brain activity to predict everything that Jill will think or
decide, even before she is aware of these thoughts or deci-
sions. [However, they cannot alter her brain activity to
change what she thinks and does. / And without her know-
ing it, they can alter her brain activity to change what
she thinks and does.]

On election day, Jill is considering how she will vote for
President and for Governor. Before she is aware of making
any decisions, the neuroscientists can see, based on her
brain activity, that she is about to decide to vote for Smith
for President and Green for Governor. [Just as the neurosci-
entists predicted, Jill votes for Smith for President and Green
for Governor. / However, before she is aware of making
any decisions, the neuroscientists alter Jill’s brain activ-
ity so that she votes for Black for Governor, though this
has no effect on how she votes for President, and just as
the neuroscientists predicted, Jill votes for Smith for
President.]

As with her decisions to vote for Smith for President
[and Green for Governor], the neuroscientists are able to
predict every decision Jill ends up making with 100% accu-
racy while she is wearing the scanner. Occasionally, Jill
tries to trick the neuroscientists by changing her mind at
the last second or by stopping herself from doing some-
thing that she just decided to do, but the neuroscientists
predict these events as well. Indeed, these experiments
confirm that all human mental activity is entirely based
on brain activity such that everything that any human
thinks or does could be predicted ahead of time based on
their earlier brain activity.

Experiment 2 Scenarios [wording is identical to Experi-
ment 1 except where indicated with underlining].

� . . . [3rd sentence] Neuroscientists can use brain scan-
ners to detect all the activity in a person’s brain and
use that information to detect the activity that causes
decisions and predict with 100% accuracy every single
decision a person will make before the person is con-
sciously aware of their decision.
� . . . [last sentence] Indeed, these experiments confirm

that all human mental activity just is brain activity such
that everything that any human thinks or does could be
predicted ahead of time based on their earlier brain
activity.

Experiment 3

Suppose that in the future we discovered that there is a
colony of mindreaders living on a remote island on earth.
Using their abilities, they can detect all the information
in a person’s mind and in their soul. The mindreaders can
use this information to predict with 100% accuracy every
single decision a person will make before the person is
consciously aware of their decision. [The mindreaders can-
not, however, do anything to change mental activity and
hence they cannot directly influence thoughts and actions. /
The mindreaders can even use their abilities to alter a
person’s decision by altering the person’s mental activ-
ity without the person being aware of it.]
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Suppose that in the future a woman named Jill agrees,
as part of an experiment, to allow the mindreaders to use
their abilities to read her mind for one month. The mind-
readers are able to use real-time information about the
mental activity in Jill’s mind and soul to predict everything
that Jill will think or decide, even before she is aware of
these thoughts or decisions. [However, they cannot alter
her mental activity in order to change what she thinks and
does. / And without her knowing it, they can alter this
mental activity to change what she thinks and does.]

On election day, Jill is considering how she will vote for
President and for Governor. Before she is aware of making
any decisions, the mindreaders can see, based on her men-
tal activity, that she is about to decide to vote for Smith for
President and Green for Governor. [Just as the mindreaders
predicted, Jill votes for Smith for President and Green for Gov-
ernor. / However, before she is aware of making any
decisions, the mindreaders alter Jill’s mental activity
so that she votes for Black for Governor, though this
has no effect on how she votes for President, and just
as the mindreaders predicted, Jill votes for Smith for
President.]

As with her decisions to vote for Smith for President
[and Green for Governor], the mindreaders are able to pre-
dict every decision Jill ends up making with 100% accuracy
as long as they are using their abilities to read her mind.
Occasionally, Jill tries to trick the mindreaders by changing
her mind at the last second or by stopping herself from
doing something that she just decided to do, but the mind-
readers predict these events as well. Indeed, this experi-
ment confirms that all human mental activity just is
activity in the mind and soul such that everything that
any human thinks or does could be predicted ahead of time
based on earlier activity in their mind and soul.

Questions [All questions are identical across studies
except where indicated; all questions within a block were
presented in randomized order; R = Reverse coded].

� Comprehension question: According to the scenario,
which candidate does Jill actually vote for in the race
for President?
� Comprehension question: According to the scenario,

which candidate does Jill actually vote for in the race
for Governor?

Block 1

� Jill voted for President of her own free will.
� Jill voted for Governor of her own free will.
� Jill was responsible for how she voted for President.
� Jill was responsible for how she voted for Governor.
� Jill’s reasons had no effect on how she voted for

President.
� Jill’s reasons had no effect on how she voted for

Governor.

Block 2 [‘‘Can Manipulate’’ scenarios included the extra
statements asking about actions that were not altered; in
Experiment 3, ‘‘neuroscientists’’ was replaced with
‘‘mindreaders’’].
� During the experiment, when the neuroscientists
[altered/predicted] what Jill did, she had free will.
� During the experiment, when the neuroscientists did

not alter what Jill did, she had free will.
� During the experiment, when the neuroscientists

[altered/predicted] what Jill did, she was responsible
for what she did.
� During the experiment, when the neuroscientists did

not alter what Jill did, she was responsible for what
she did.
� During the experiment, when the neuroscientists

[altered/predicted] what Jill did, her reasons had no
effect on what she did.
� During the experiment, when the neuroscientists did

not alter what Jill did, her reasons had no effect on
what she did.

Possibility questions

� It is possible for this technology to exist in the future. [It
is possible for such mindreaders to exist.] [yes or no]
� Please explain why you think it is, or is not, possible for

this technology [such mindreaders] to exist in the
future.

Block 3 [In Experiment 3 ‘‘If this technology existed’’
was replaced with ‘‘If such mindreaders existed’’; Partic-
ipants read: ‘‘Regardless of whether or not you think it
is possible for this technology to exist in the future
[such mindreaders to exist], imagine that it [they] actu-
ally did exist as you consider the following
statements.’’]

� If this technology existed, then people would not have
free will [R].
� If this technology existed, then people would not be

morally responsible for their actions [R].
� If this technology existed, then what people believed

would have no effect on what they ended up doing.
� If this technology existed, then what people wanted

would have no effect on what they ended up doing.
� If this technology existed, then people’s reasons would

have no effect on what they did.

Block 4 [used in Experiment 2 with wording below and
in Experiment 3 with ‘‘If such mindreaders existed and
sometimes [never] altered. . .’’].

� If this technology existed and was sometimes used to
alter what people did, then people would not have free
will [R].
� If this technology existed and was never used to alter

what people did, then people would not have free will
[R].
� If this technology existed and was sometimes used to

alter what people did, then people would not be mor-
ally responsible for their actions [R].
� If this technology existed and was never used to alter

what people did, then people would not be morally
responsible for their actions [R].
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� If this technology existed and was sometimes used to
alter what people did, then people’s reasons would have
no effect on what they did [R].
� If this technology existed and was never used to alter

what people did, then people’s reasons would have no
effect on what they did [R].
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